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Abstract— There are many important applications, such as
math function evaluation, digital signal processing, and built-
in self-test, whose implementations can be faster and simpler if
we can have large on-chip “tables” stored as read-only memories
(ROMs). We show that conventional de facto standard 6T and 8T
static random access memory (SRAM) bit cells can embed ROM
data without area overhead or performance degradation on the
bit cells. Just by adding an extra wordline (WL) and connecting
the WL to selected access transistor of the bit cell (based on
whether a 0 or 1 is to be stored as ROM data in that location),
the bit cell can work both in the SRAM mode and in the ROM
mode. In the proposed ROM-embedded SRAM, during SRAM
operations, ROM data is not available. To retrieve the ROM
data, special write steps associated with proper via connections
load ROM data into the SRAM array. The ROM data is read
by conventional load instruction with unique virtual address
space assigned to the data. This allows the ROM-embedded cache
(R-cache) to bypass tag arrays and translation look-aside buffers,
leading to fast ROM operations. We show example applications
to illustrate how the R-cache can lead to low-cost logic testing
and faster evaluation of mathematical functions.

Index Terms— Cache design, random access memory (RAM),
read-only memory (ROM), ROM-embedded static RAM
(SRAM), SRAM design.

I. INTRODUCTION

ALTHOUGH technology scaling has led to the integration
of a large number of transistors into a chip, a large

dedicated on-chip read-only memory (ROM) has not been
a popular choice for designers, especially as accelerators
for commonly used functions. This is due to the fact that
dedicated ROM designs require a sizeable amount of area. For
example, the widely used via-programming ROM demands
a bit cell to take more than 20% of a static random access
memory (SRAM) bit cell [1] with a similar size of peripheral
circuits. Large dedicated ROMs would not only increase chip
cost/area but would also impair chip floorplan and result in
interconnect delay. Thus, large nonvolatile data is usually
stored in inexpensive (but slow) off-chip storage devices such
as Flash memory and hard disks.

Let us consider a few examples where on-chip ROMs can
be effectively used as “accelerators.” Pseudo-random-pattern
generators (PRPGs) produce test data to avoid storing test
data in on-chip ROMs for built-in self-test (BIST) [2]. The
interleaver for Turbo codes is designed by a dedicated logic
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to generate addresses on the fly, instead of dedicated on-chip
ROMs [3]. Coefficients for fast Fourier transform library are
stored in external nonvolatile memory [4] instead of on-chip
ROMs. Note that on-chip ROMs can significantly improve the
performance of such applications. For evaluation of math func-
tions, math libraries are used. Such libraries are usually stored
off-chip, leading to degradation in performance. It should be
noted that, even though nonvolatile data can be migrated into
a faster external memory, such as dynamic random-access
memory, the speed gap between a processor and an external
memory grows with every technology generation, resulting in
major roadblocks to high-performance system design [5].

In this paper, we present the ROM-embedded cache
(R-cache) architecture, where a ROM in hardware is embedded
into conventional SRAM, with corresponding architectural
supports. Note that a storage cell can work both as a ROM
and an SRAM bit, based on the operation requirement. During
normal operation, the cache operates in the usual way, and
the ROM data is not available. However, when the ROM
data needs to be retrieved from a certain section of the
cache, the SRAM data is stored temporarily in a buffer. A
two-step process (described later) associated with proper via
connections in the bit cell retrieves ROM data. Once the ROM
data is retrieved, the SRAM data is transferred back to the
corresponding location in the cache. The proposed SRAM
(called the ROM-embedded SRAM or R-SRAM) does not
incur any area penalty on the bit cells, nor does it degrade the
performance (the detailed layout of the bit cell is shown later).
Since the SRAM also works as the ROM, there is no need to
access external memory to read useful data (e.g., lookup table
entries), and hence, the long latency penalty associated with
external memory can be avoided. Note that the size of the
ROM data is limited only by the size of the on-chip memory,
and today, the on-chip memory sizes can be large. We modified
two de facto standard thin-cell layouts of the 6T SRAM
and 8T SRAM bit-cell layout [6]–[8] to the corresponding
thin-cell layouts of 6T R-SRAM and 8T R-SRAM bit cells,
respectively. The new layout requires one additional metal line
[no area penalty on the bit cell; but 2% area overhead and less
than 1% power overhead from an additional wordline (WL)
driver for the 6T R-SRAM, as we will show later]. We show
two example applications to illustrate how the R-cache can
improve the system performance and quality.

It is worth noting that few approaches combining the SRAM
and ROM features into a design are available in the literature.
The stacked bit-line scheme, based on multiple interconnect
layers, allows the intermixing of SRAM and ROM in a
memory array without bit-cell area increase [9]. In [9], a bit
cell is connected to one of multiple bit lines, and the ROM data
can be read by accessing each bit line. This scheme, however,
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Fig. 1. Conventional 6T SRAM design. (a) Schematic. (b) Thin-cell layout.
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Fig. 2. Schematic and layout of 6T R-SRAM bit-cells storing “1001.”

increases SRAM read latency (by more than 100%) and write
power (by ∼30%) due to increased bit-line capacitance and
resistance. In [10], multiple supply power rails are selectively
connected to SRAM bit cells to determine the ROM data.
Additional transistors are added to the bit cells for the same
purpose in [11] and [12]. All the above works call for larger
area and/or performance penalty in a significant way. On the
other hand, the proposed R-cache is able to maintain the bit-
cell area and performance of the conventional SRAM design.

The rest of this paper is organized as follows. Section II
introduces the proposed 6T R-SRAM design methodology.
In Section III, we show design considerations on the 6T
R-SRAM including techniques to improve stability and yield.
Section IV describes a similar analysis for the 8T R-SRAM.
Based on the 6T and 8T R-SRAM, the R-cache is described
in Section V. We provide two example applications (fast
evaluation of elementary mathematical functions and low-
cost logic test) using the R-cache in Section VI. Section VII
concludes this paper.

II. 6T ROM-EMBEDDED SRAM DESIGN

Fig. 1 describes the schematic and thin-cell layout [6]–[8]
of a conventional 6T SRAM bit cell. Note that the thin-cell
layout topology is a de facto standard in the industry because
of its compact area, better tolerance to variability, and high

performance [6]–[8]. Also, note that the contact for WL signals
is shared by two neighboring SRAM bit cells. For each row,
there is one metal line of WL. Hence, gate signals of all
the access transistors in the same row are turned on and off
simultaneously.

The schematic and thin-cell layout of 6T R-SRAM bit
cells storing “1001” (in ROM) are shown in Fig. 2. Unlike
conventional 6T SRAMs, 6T R-SRAM bit cells have an extra
WL. Depending on the ROM data to be embedded into the
R-SRAM, the gate of an access transistor is connected to WL1
or WL2. Since the R-SRAM is based on the thin-cell layout
topology of the SRAM, two neighboring access transistors
should be connected to the same WL, as shown in Fig. 2. If
an R-SRAM bit cell stores “0”(“1”), the left access transistor
(AXL) is connected to WL2(WL1). The right access transistor
(AXR) of an R-SRAM bit cell follows the connectivity of the
AXL of the right-side neighboring bit cell. Connectivity of
the AXR of the end cell, which resides at the end of a row,
is determined by the connectivity of the AXL of the end cell.
During the normal SRAM mode, two WLs are always turned
on and off at the same time so as to operate conventional 6T
SRAM functions. In the ROM mode, to retrieve ROM data
from R-SRAM, we perform the following two steps.

Step 1) Write “1”s to all the bit cells with WL1 and WL2
turned on (BL = 1, BLB = 0, WL1 = WL2 = 1).
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Step 2) Write “0”s to all the bit cells with WL1 turned off
and WL2 turned on (BL = 0, BLB = 1, WL1 =
0, WL2 = 1).

After step 1, the row stores “1111.” Following step 2,
the row of Fig. 2 stores “1001” since only AXLs of cell
1 and 2 are turned on. After the above two steps, we can
read retrieved ROM data from R-SRAM bit cells using the
conventional SRAM read operation (WL1 and WL2 are turned
on). Note that the ROM data to be embedded is determined
by the connectivity of the access transistors, as shown in
Fig. 2. Connections of access transistors (i.e., ROM data) are
controlled by one via (between metals 2 and 3) layout mask,
leading to minimum mask revision cost.

The proposed 6T R-SRAM bit cell does not increase area of
the conventional 6T SRAM bit-cell layout. Since the height of
a thin-cell layout of a conventional SRAM is determined by the
pitch of two polysilicon lines [6]–[8], we already have extra
routing space to employ an additional WL. Note that the two
write steps of ROM data retrieval destroy the corresponding
SRAM content. Hence, before ROM data retrieval, SRAM data
of the corresponding block is written into a buffer (that takes
an area of a block), as shown in Fig. 3.

III. DESIGN CONSIDERATIONS OF THE 6T R-SRAM

Compared to the conventional 6T SRAM design, the pro-
posed 6T R-SRAM has the following issues.

1) If two consecutive bit cells have different ROM data to
be embedded, step 2 of the R-SRAM ROM retrieving
procedure performs write operation as a 5T SRAM
cell, since only one access transistor is turned on. Such
writing can lead to a “write stability” problem in the bit
cells.

2) Row and column redundancy, which is widely used to
correct defective SRAM cells in arrays, is not applicable
to R-SRAM in the ROM mode of operation.

3) 6T R-SRAM requires two WL drivers to drive two
separate WLs. This may lead to area/power overhead.

Note that additional WL and nonuniformity in via loca-
tions would not degrade the yield seriously since the 6T
R-SRAMs present similar layout techniques as those of 8T
SRAMs (employing additional WL with the same height of
6T SRAMs) and via programming ROMs that are widely used
in the industry. In this section, we analyze the above issues
and present solutions.

A. Selective Writing of Data in 6T R-SRAM Bit Cells in the
ROM Mode: Write Stability

Let us first consider the write stability of the 6T R-SRAM
using an example. Note that cell sizing of R-SRAM follows
the conventional SRAM design. Fig. 4 shows an example
write operation (step 2 of ROM data retrieval) when three
consecutive bit cells store “101” as ROM data. In Fig. 4,
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Fig. 5. Access transistor connection schemes of 6T R-SRAM bit cells. (a) Schematic of two consecutive 6T R-SRAM bit cells. (b) Connections of AXL
and AXR of the cell 0 and the corresponding operations with different ROM data to be embedded.

cell 0 and cell 1 have two different connections for AXL
and AXR because of two different embedded ROM data in
two neighboring bit cells. First, all the bit cells are written
with “111” during step 1 with the same write stability of the
conventional SRAM. Then, during step 2, the content of cell 1
is written with the AXR turned off (AXR of cell 1 and AXL of
cell 2 share a gate connection that is determined by the ROM
data of cell 2). Cell 1 during step 2 is equivalent to a 5T SRAM
bit cell (five-transistor bit cell) write “0” operation because
only one access transistor (AXL) is turned on and connected to
“0.” Note that cell 0 has to resist being written by BLB during
step 2 (BL = 0 and BLB = 1) with the AXR turned on. Cell 0
during step 2 is equivalent to the corresponding 5T SRAM bit-
cell write “1” operation since only one access transistor (AXR)
is turned on and connected to “1.” In step 2, thus, writing a
“0” should occur successfully, and writing a “1” should not
occur because we want only cell 1 to be written (Fig. 4). The
difficulty of writing “1” through an NMOS access transistor
is a well-known problem for 5T SRAMs [8]. Interestingly,
such a problem is a desirable requirement for the proposed
6T R-SRAM, as our simulations will show.

Fig. 5 describes all possible access transistor connections
for possible ROM data to be embedded in two consecutive
neighboring 6T R-SRAM bit cells. If cell 0 and cell 1 embed
ROM data “A” and “B,” respectively, the connection of AXL
and AXR of cell 0 to one of the two WLs is determined by
“A” and “B,” respectively. Now consider step 2 of ROM data
retrieval for cell 0. The operation is equivalent to 6T SRAM
bit-cell write “0” when (A = B = 0) or “hold” operation when
(A = B = 1). Cell 0 equivalently performs a 5T SRAM bit-cell
write “0” operation if (A = 0, B = 1) or 5T SRAM bit-cell
write “1” operation if (A = 1, B = 0) during step 2 of ROM

retrieval. For all the cases other than step 2 of ROM retrieval,
6T R-SRAM follows conventional 6T SRAM read/write
operation.

Because of the random variation in process parameters in
nanoscale transistors, SRAMs suffer from mismatches in the
strength between the neighboring transistors. Such mismatches
can lead to access failure (the cell cannot be read within the
access time), read failure (the cell data gets flipped during
read operation—destructive read), and write failure (the cell
data cannot be written successfully while WL is turned on)
[13]. Note that the 6T R-SRAM operates under the same
conditions as the 6T SRAM except for the step 2 of ROM
data retrieval described earlier. Hence, the failure probabilities
of the 5T SRAM write “0” (A = 0, B = 1) and 5T SRAM
write “1” (A = 1, B = 0) cases as described in the step 2 have
to be analyzed to ensure correct ROM operation even under
parameter variations.

To investigate the write “0” failure probability of cell 1
in Fig. 4 (equivalently a 5T SRAM bit cell), we follow the
modeling of failure probabilities given in [13] and [14]. The
write “0” failure probability PWF0 is expressed as

PWF0 = P

((
1

TWRITE

)
<

(
1

TWL

))
= �(

1
TWRITE

)
(

1

TWL

)

(1)

where TWRITE is the required time for successful write, TWL
is duration for which WL is high, and �x is the cumulative
distribution function of x . The modeling of PWF0 is based on
the observation that the inverse of TWRITE closely follows a
Gaussian distribution [14]. Therefore, PWF0 can be calculated
using the mean (μ) and the standard deviation (σ ) of 1/TWRITE
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Fig. 6. (a) PWF0 and write failure probability of SRAM. (b) PWF1 and read failure probability of SRAM.

that are obtained by more than 100 000 Monte Carlo (MC)
simulations.

In the case of cell 0 in Fig. 4, the voltage at node R
increases to VW1. If VW1 is higher than the trip point (VTRIP)
of the bottom inverter of cell 0, then cell 0 can flip and the
ROM operation fails. The probability of successful write “1”
operation PWF1 in 5T SRAM can be determined by modeling
the read failure mechanism in 6T SRAM [13]; note that read
failure mechanism in 6T SRAM is equivalent to that of write
“1” in 5T SRAM (only one access transistor on the side storing
“0”) because, during the read operation of 6T SRAM, the bit
lines are precharged to “1” and the node voltage of the bit
cell storing “0” should remain lower than the trip point of the
inverter (else, write “1” would occur during read). Thus, PWF1
can be expressed as

PWF1 = P (VW1 > VTRIP)

= P (X ≡ (VW1 − VTRIP) > 0)

= 1 − �X (0) (2)

where μX = μVW1−μVTRIP and σ 2
X = σ 2

VW1+σ 2
VTRIP [13]. In

this model, we use the observation that VW1 and VTRIP closely
follow a Gaussian distribution [13]. μ and σ of VW1 and VTRIP
were obtained by more than 100 000 MC simulations.

We conducted circuit simulations using HSPICE and PTM
32-nm models [15] assuming 0.9 V supply voltage. Within-
die variation of transistor threshold voltage (Vt ) is assumed
to be 25 mV of standard deviation. The transistor widths are
80 nm each for the PMOS transistors, 160 nm each for the
NMOS transistors of inverters, and 120 nm each for the access
transistors.

Fig. 6 shows PWF0, PWF1, and the write and read failure
probabilities of 6T SRAM with TWL = 120 ps under dif-
ferent die-to-die Vt variations. As can be observed, PWF0
is higher than the write failure probability of 6T SRAM.
However, successful write “0” through single access transistor
can be ensured by previously proposed write-boost techniques
[16]. Many critical issues in previously proposed write-boost

techniques, such as power overhead and signal integrity, are
only minor problems for ROM operations since write-boost
techniques are required only for step 2 of the ROM operation.
One example of the write-boost technique is to generate a
transient negative pulse for the bit line BL using capacitive
coupling [16]. Fig. 6 shows that if the bit line BL has −70 mV
voltage, PWF0 is lower than the write failure probability of a
standard 6T SRAM. Another possible solution to lower PWF0
is to increase the write time during the ROM mode.

B. Error-Correction Coding to Improve Yield

Redundant rows/columns to replace any faulty rows/
columns of a memory array, which are used to improve yield of
SRAMs, can also be used in the R-SRAM in the normal mode
of operation. However, redundancy schemes are not applicable
to ROMs. As a result, row/column redundancy information
should be ignored during the ROM mode of operation. Since
error-correction coding (ECC) is an effective way to improve
the yield of a ROM [17], it can be used in R-cache in the
ROM mode of operation. Fig. 7 shows the probability of
successful operation of a memory array versus three different
fault tolerant architectures: 1) 32 redundant columns; 2) 1-b
ECC; and 3) 2-b ECC. We assume a 64-Kbyte memory array
with 512 rows, 256-b block size, and 4 blocks for each row.
To apply a 1-b ECC to each block, additional 10 parity bits are
added to each block. This means that the block size is shrunk
to 246 b (the ROM size becomes 61.5 Kbytes). In the case of
2-b ECC, additional 18 b are required for each block, leading
to 238-b block size (the ROM size becomes 59.5 Kbytes).
As can be seen from Fig. 7, ECC can improve the yield of
memory significantly.

C. WL Driver Design

The proposed 6T R-SRAM requires two WL drivers to
supply two WLs with the same drive strength of conventional
SRAMs to maintain performance. However, additional WL
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drivers may lead to larger area/power overhead. Instead, the
same drive strength for each WL is achieved by addition
of a final-stage buffer in a single WL driver, as shown in
Fig. 8 (sizes of buffers before final-stage buffers can be slightly
readjusted). The drive strength of the final buffer is determined
by the worst case ROM data such as all zeros or 1s (all access
transistors in a row are connected to either WL1 or WL2,
respectively). Considering the worst case, the additional buffer
in 6T R-SRAM has the same size of the final-stage buffer
as in conventional arrays. SWL1 in Fig. 8 controls the power
supply gate of the final buffer to turn off WL1 only during
step 2 in the ROM mode. The 6T SRAM array layout from a
commercial memory compiler shows the WL driver taking less
than 10% of the total 6T SRAM array area. The area of final
stage buffers is approximately 20% of a WL driver. Hence, the
area increase due to the additional buffers in our 6T R-SRAM
can be less than 2% in comparison to the same size of SRAM
array (readjusting the sizes of buffers before final-stage buffers
has negligible impact on area increase). Our post-layout simu-
lation results using 45-nm technology process show that addi-
tional final-stage buffers increase the power overhead by less
than 1%.

IV. 8T ROM-EMBEDDED SRAM DESIGN

In this section, we consider the applicability of embedding
the ROM to 8T SRAM cells, which are also widely used
in the industry. The 8T SRAM cells isolate read and write
operations using two additional transistors. The read and the
write operations can be separately optimized for improved read
and write stabilities, and hence the 8T SRAM is suitable for
process variation tolerance and low-voltage operation in scaled
technologies [7].

The schematic and layout of our 8T R-SRAM is shown in
Fig. 9. As can be observed, 8T SRAM has two separate WLs
for read and write [7]. Since the 8T SRAM has the same height
as the 6T SRAM (both bit cells are two-poly-pitch-based [7]),
there is no space to introduce an additional WL to the 8T
SRAM for embedding ROM features. Instead, the transistor
RD of the 8T R-SRAM can be connected to either ground or

Fig. 8. WL driver design for 6T R-SRAM with an additional final-stage
buffer.

to the signal ROM-control signal (RCON) (note that RD in
standard 8T SRAM is always connected to ground). RCON is
connected to ground during normal SRAM operations of the
8T R-SRAM. Two added transistors to the conventional 6T
SRAM in thin-cell 8T SRAM layout creates enough routing
space for RCON metal layer, as can be observed in Fig. 9.
Hence, there is no area penalty on the proposed 8T R-SRAM
bit cell compared to a de facto standard thin-cell 8T SRAM
bit-cell layout.

To perform ROM data retrieval from the 8T R-SRAM,
we write “0”s to all bit cells, similar to the 6T R-SRAM.
Then, all RD transistors of the 8T R-SRAM are turned on.
When we read ROM data after write “0”s, RCON is driven
by the supply voltage. If RD is connected to the ground, we
can read “0” through read bit line (RBL) [Fig. 9(a)]. On the
other hand, if RD is connected to RCON (supply voltage), the
RBL maintains the precharged voltage level, and we can read
“1” [Fig. 9(b)]. Compared to the two write steps of the 6T
R-SRAM (during the ROM data retrieval), the 8T R-SRAM
requires only one write step. However, because of the thin-cell
layout topology, two consecutive rows share a contact for RD
transistors as shown in Fig. 9(c). Because of the sharing, rows
1 and 2 store the same ROM data and we read either rows 1
and 2 of Fig. 9(c). Therefore, the ROM area density is half that
of the SRAM in 8T R-SRAM. In 8T R-SRAM, RCON routing
is done in every column in the vertical direction like bit lines.
Note that RCON drivers can be designed in the same way as
the bit-line write drivers. In other words, RCON drivers have
the same design consideration, such as area and power, as that
of the bit-line write drivers. Note that 8T R-SRAM maintains
the same write and read failure probabilities of the standard
8T SRAM.

V. ROM-EMBEDDED CACHE DESIGN

In today’s processor architectures, the number of bits used
for the virtual address space is usually smaller than the bus
width of a processor to enable simple and fast address mapping
logic [5]. For instance, AMD Opteron, a 64-b processor,
employs 48 b for virtual address (supporting up to 248 bytes
or 256 terabytes of virtual memory) [5]. Hence, there is room
to employ additional bits in the virtual address space. In our
R-cache architecture, we use one additional bit in the most
significant bit (MSB) position of the virtual address to indicate
ROM operations (Fig. 10). Note that there is no need for
finding a matching physical address from a virtual address.
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Fig. 10. R-cache architecture using the MSB of virtual address as a ROM operation indicator.

Also note that there is no need to generate a new instruction for
ROM data retrieval from the R-cache. The processor checks
the MSB (ROM flag check bit) in the address space of a
conventional load instruction. If the ROM flag check bit is
clear (“0”) in a load instruction, we follow the conventional
load scheme. If the ROM flag check bit is set (“1”) in a load
instruction, the ROM controller starts ROM operations (data
retrieval) as follows.

1) The entire virtual address is used as the physical
ROM address for ROM operation. Translation look-aside

buffer (TLB) for ROM operation is not required, as we
know the exact ROM data location in the R-cache.

2) Large ROM data is stored in the L2 R-cache ROM.
Hence, we can bypass L1 cache access (note that
some small ROM data can be stored in L1 cache
as well).

3) The L2 cache tag array can be bypassed, as a ROM
address (virtual address) has only one corresponding
entry in the L2 cache (the ROM size is always equal
to or less than the L2 cache).
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4) The corresponding block in the R-SRAM array (where
the ROM data is retrieved from) is copied into the
R-cache buffer which has the size of one cache block.

5) In case of 6T R-SRAM ROM data retrieval, we write
“1”s to all bit cells of the corresponding block. Then,
we write “0”s to all the bit cells with one of the WLs
turned off.

6) In case of 8T R-SRAM ROM data retrieval, we write
“0”s to all the bit cells in the corresponding block with
RCON asserted to “1.”

7) We read ROM data using conventional read scheme.
ECC may be applied to the ROM data to improve yield.

8) Data in the R-cache buffer is copied back to the corre-
sponding block of the R-cache.

Compared to the 6T R-SRAM, the 8T R-SRAM can save
one clock cycle for ROM operation. ROM operation in
R-cache is simple because we can bypass physical address
matching components, such as TLB and cache tag arrays. Note
that the ROM operations are performed only in one cache
array. Therefore, the above procedures for ROM data retrieval
do not affect the performance of the other arrays.

VI. APPLICATION OF R-CACHE

A. R-Cache as Accelerator for Fast Evaluation of Elementary
Mathematical Functions

The elementary mathematical functions (e.g., square root,
cosine, and logarithms) are fundamental and widely used for
3-D graphics, scientific computing, artificial neural networks,
as well as multimedia applications. Dedicated hardware imple-
mentation such as ROM to store all the function outputs is not
a practical option because the size of the ROM exponentially
increases with the size of the input argument. As a practical
solution, software implementation in the form of math libraries
has gained wide adoption. Here is an example to illustrate the
evaluation of function exp(x) using Intel’s math library [18].

Step 1) (Range reduction): x is represented as x =
N ln(2)/2K + r , where N is �x/(ln(2)/2K )� and
K is a positive integer (designer’s choice). As a
result, r = x − N ln(2)/2K (|r | ≤ ln(2)/2K+1).
Finally, from the above expressions, one obtains
exp(x) = exp(N ln(2)/2K + r) = 2N/2K

exp(r).
Step 2) (Approximation): Note that exp(r) can be eas-

ily approximated by polynomials because of the
limited range of the input argument (compared
to exp(x)). Chebyshev approximation or Remez’s
algorithm can produce a polynomial with a given
maximum error in the range of input argument [19].
In general, if the maximum error is constrained to
be small, the degree of the polynomial is high [19].

Step 3) (Reconstruction): From step 1, exp(r) needs to
be multiplied by 2N/2K

. Let M be �N/2K �; then
2N/2K = 2M 2d/2K

(d = 0, 1, . . . , 2K − 1). All
constants of 2d/2K

are computed in advance and
stored in a lookup table of 2K entries. Calculation
of 2M is simple in binary representation systems.

Note that K controls the range of the input argument and
the size of the lookup table. If the size of the lookup table

TABLE I

DEGREE OF APPROXIMATING POLYNOMIALS AND TABLE SIZE FOR

EVALUATING log(x) WITH DIFFERENT K VALUES

K
Polynomial for log(r) Table Size

Degree Accuracy (bits) (Kbytes)

4 12 68 0.125

6 8 65 0.5

8 7 74 2

10 5 68 8

12 4 66 32

14 4 76 128

TABLE II

PROCESSOR CONFIGURATION

Instruction issue width 4 instructions/cycle

Load/store queue size 32 instructions

L1 Instruction cache 64 KB 2-way, 2-cycle

L1 Data cache 64 KB 2-way, 2-cycle

Function units
4 integer ALU, 1 integer MULT,

2 FP Adder, 2 FP MULT

L2 unified 4 MB 8-way, 12-cycle latency

(stored in external main memory) is large, cache miss rate
may increase. On the other hand, if the size is too small, the
degree of a polynomial can be high due to the increased range
of the input argument. Most math libraries, however, choose
small lookup tables to reduce the cache miss rate. Using the
R-cache, the size of the lookup table is limited only by the
size of on-chip memory and, hence, the need for evaluation
of higher degree polynomials decreases without cache miss
penalty.

It should be noted that there is no standard for the accuracy
of the evaluation of elementary mathematical functions. IEEE
double-precision floating-point standard requires 53 b for the
mantissa. To lower the probability of having a round-off error,
accuracy of the evaluation demands more than 53 b. In our
analysis, we generate at least 65 b of accuracy to make the
round-off probability less than 2−(65−53) = 2−12. Also, note
that popular benchmarks, such as SPEC, do not favor any
processor-specific runtime library because portability across
different machines is important.

Let us consider the evaluation of sin(x) and log(x) using
the R-cache with the double-precision scheme introduced in
[18]. In case of sin(x), the input argument range is reduced to
[−π/2−K , π/2−K ], while log(x) is approximated in the range
of [−1/2−K , 1/2−K ]. If K is large, then the input argument
is reduced to a narrower range (step 1), the approximation
is achieved with a lower degree of polynomials (step 2),
and reconstruction demands a larger lookup table (step 3).
In order to obtain at least 65 b of accuracy of evaluating
log(x), the corresponding table sizes and the minimal degrees
of polynomial are shown in Table I with different K s and the
correspondingly reduced input argument r . Note that sin(x)
needs sin(r) and cos(r) for evaluation, leading to the larger
size of the table compared to that of log(x). It can be observed
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Fig. 11. Average latency of iterative double-precision evaluation. (a) sin(x) with K = 7 (table size = 2 KB) and K = 13 (table size = 128 KB). (b) log(x)
with K = 7 (table size = 1 KB) and K = 15 (table size = 256 KB).

that the degree of polynomial reduces slightly and the table
size increases exponentially as K increases linearly.

To determine the evaluation latency of sin(x) and log(x)
for different K s using the conventional scheme, we used
SimpleScalar 3.0 [20] to model the architectural simulations
with the PISA instruction set. The configuration of the sim-
ulated processor is shown in Table II. To start with, since
the data required for evaluation is not in the cache, there are
compulsory cache misses. In other words, when the function
is called for the first time, coefficients of polynomials, lookup
table entries, and other necessary constants are read from
the main memory and placed in the cache. If the speed gap
between the processor and the main memory is large and
the elementary functions are called occasionally, the overall
evaluation latency of the mathematical functions would be
large. Note that the evaluation latency reported by math library
providers is usually less than 100 clock cycles assuming all
necessary data for the evaluation resides in the cache [18].
However, we cannot ignore the cache miss penalty.

Compared to the L2 hit latency (12 clock cycles in our
configuration, Table II), the R-cache requires four additional
clock cycles, used for copying SRAM data into R-cache buffer,
ROM data retrieval (write “1,” write “0”), and ECC decoding
after read. Thus, the R-cache takes 16 clock cycles to read
ROM data from an L2 R-SRAM array. For ROM operation,
we can consider the R-cache to be a special L2 cache with
100% hit rate with four additional clock cycles. It is important
to note that the additional clock cycles of the R-cache (for
ROM operation) are not a critical concern for the evaluation of
elementary mathematical functions because the approximation
step and the reconstruction step can be operated in parallel. If
the approximation step has a latency equal to or longer than
that of a ROM operation in the R-cache, the additional clock
cycles for the ROM operations do not affect the performance.

Fig. 11 shows the average latency of the evaluation of sin(x)
and log(x) with randomly assigned values of operands. The
math functions sin(x) and log(x) are continuously evaluated
to determine how often the functions are to be called to reduce

the cache miss rate. The latency of the first-time function call
is not included in the calculation of average latency in order
to focus only on the conflict cache miss rate (if included,
the average latency will be skewed because of the large
compulsory cache miss penalty while the R-cache does not
have compulsory cache miss). Fig. 11 includes three schemes:
conventional cache architecture with main memory access
latency = 300 or 500, and the R-cache architecture (main
memory access is not necessary). In conventional methods, as
we increase the number of math function calls, the average
evaluation latency decreases. If the table size is large, cache
miss rate does not reduce a lot even with a large number of
math function calls (because of the high conflict cache miss
rate) and the average latency does not decrease below a certain
limit. As can be observed from Fig. 11, fast evaluation of
elementary mathematical functions in conventional methods
is achieved when the table size is small, functions are called
frequently, and the main memory access latency is small.
However, it is difficult to control the frequency of math
function evaluations and the main memory access latency
because those are determined by the application program and
the circuit design techniques, respectively. Unlike conventional
schemes, the R-cache architecture shows a constant average
latency regardless of the number of math function calls. The R-
cache also shows reduced average latency with increased table
size because all approximations are performed by a polynomial
of lower degree and there is no cache miss penalty.

In conventional evaluation of math functions, the table size
is optimized for high speed. Fig. 12 shows the average latency
of evaluations of sin(x) and log(x) with 500 continuous
function calls. In conventional evaluation, average latency is
minimized when K is around 7 (table size of 1 or 2 KB).
If K is smaller than 7, then the approximation step with
an approximating polynomial of high degree increases the
average latency. On the other hand, if K is larger than 7, the
cache miss rate increases rapidly, and the average latency is
larger. Note that the R-cache does not have an optimal table
size (Fig. 12). The table size can be increased (and stored in
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Fig. 12. Average latency of double-precision evaluations with 500 continuous function calls. (a) sin(x). (b) log(x).

the R-cache ROM) to lower the degree of the approximating
polynomial. For sin(x), the R-cache scheme requires 116 clock
cycles as the average latency when K = 13 (table size =
128 Kbytes). Correspondingly, for conventional techniques, if
the main memory access latency is 300(500), the minimum
average latency with K = 7 is 159.0(165.4), i.e., a reduction
in average latency of 27.04%(29.87%) with memory access
latency = 300(500) for R-cache compared to conventional
approaches. For log(x), the R-cache scheme shows an average
latency of 83 clock cycles with K = 15 (table size =
256 Kbytes). In the conventional method, if main memory
access latency is 300(500), then the minimum average latency
with K = 7 is 117.0(123.4) to evaluate log(x). In other
words, the reduction in average latency of the R-cache is
29.06%(32.74%) compared to the best configuration of the
conventional method with the memory access latency =
300(500).

To decide on the table size of the elementary functions for
the R-cache, we need to consider the L2 cache size and the
number of elementary functions to be supported. If the size
of the L2 cache is 4 Mbytes and each elementary function
requires 256 Kbytes, we can support up to 16 elementary
functions in L2. Note that it is possible to evaluate a small
number of the most frequently used elementary functions, such
as division and square root, using the L1 R-cache. Depending
on how often a certain elementary function is called in applica-
tion programs, we can determine the corresponding location of
ROM in L1 or L2 R-cache. This enables hierarchical R-cache
architecture.

B. Low-Cost Logic Test Methodology

The test and verification cost has increased steadily over
the past several years. To ease testing and to reduce test cost,
design-for-testability methodologies have been extensively
studied. Large memory requirement and limited interface for
external automatic equipment (ATE) with conventional scan
design and automatic test pattern generation (ATPG), however,
demand alternative techniques such as test data compression
and logic BIST [21].

Conventional logic BIST architectures assume a PRPG and
output response analyzer (ORA) [21]. However, because of
random pattern resistant faults, a PRPG cannot achieve a high
enough fault coverage [21]. Test data compression techniques
also have been suggested as a practical solution to reduce the
test cost. The rationale behind this approach is that test vectors
generated by ATPG obtain a large number of unspecified
bits which can be assigned at random. Compression ratio is
determined by the portion of unspecified bits and the capability
of decompressors to generate various output combinations.
However, a stand-alone BIST methodology is still needed
for numerous applications which require high reliability and
diagnostic functions at the system level.

The R-cache can store compressed test stimuli and receive
compacted test responses from the circuit under test (CUT) in
order to provide not only high fault coverage but also better
diagnosability compared to previous logic BIST architectures.
It should be recognized that the R-cache is more than a simple
ATE replacement because it allows at-speed operations and
complex interface due to the predictable latency between on-
chip memory and logic under test. According to [22], the
OpenSparc T1 multiprocessor requires 5.3 Mbytes of test
data with a modest 10× compression ratio including stuck-
at, transition, and cadence true-time delay fault models. Such
storage requirement can be supported by today’s on-chip cache
memories.

The proposed logic BIST consists of a decompressor,
an output response compactor, an R-cache, and an output
comparator, as shown in Fig. 13. The logic BIST (R-cache)
shown in Fig. 13(a) can deliver compressed test stimuli to
a decompressor and the expected test responses to an output
response comparator in order to detect faults. After completing
fault detection, if needed, we can diagnose faults in CUT by
storing the output responses produced by CUT into R-SRAM
arrays (through conventional SRAM write schemes) that have
finished delivering test stimuli as shown in Fig. 13(b). Since
CUT usually produces a small portion of unknown values as
outputs, an X-tolerant compactor, such as X-Compact [23], can
be used as an ORA. It is also possible to embed X-masking
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Fig. 13. Proposed logic BIST architectures using R-cache. (a) Configuration
for fault detection. (b) Configuration for diagnosis.

logics and a multiple input signature register [21]. At each
clock cycle, a decompressor accepts n bits of inputs from the
R-cache and produces m bits to be fed into the internal scan
chains (m << n). Note that the volume of test data to be stored
is highly dependent on the test data compression algorithm. If
the size of the R-cache is larger than or equal to the volume of
compressed test data, the fault coverage of the proposed logic
BIST methodology is equal to that of test data compression
techniques that use an external ATE.

For online test, we need architectural support similar to that
in [22]. Conventional online test methods assume that the test
data is stored in the main memory [24] or Flash memory [22].
However, online test methods based on such off-chip storage
devices are associated with serious off-chip communication
bandwidth bottleneck, power consumption, and performance
overhead.

Test compression algorithms based on variable-to-variable-
length codes (source data of variable length are encoded into
codewords of variable length), including the Golomb code,
demand a synchronization signal for communication with an
external ATE [25]. This synchronization signal is used to
control buffering data between test data storage devices and
code-based test decompressors. However, the latency of the
synchronization signal from the Golomb decoder to an ATE
can be unpredictable because it is difficult to anticipate the
timing of I/O circuits and signals outside the chip. Hence,
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Fig. 14. Proposed logic BIST architecture that combines a linear decom-
pressor and the Golomb code using R-cache.

TABLE III

EXPERIMENTAL RESULTS ON ISCAS89 BENCHMARK CIRCUITS

USING THE PROPOSED LOGIC BIST

Circuit
Scan

Nout vec vol1 vol2
Volume Reduction

m
Cells by Golomb Code

s5378 214 10 173 4844 4386 9.45% 4

s9234 247 6 241 11 568 10 409 10.02% 4

s13 207 700 21 311 12 440 11 779 5.31% 4

s15 850 611 13 215 11 395 10 880 4.52% 4

s35 932 1763 32 43 2709 2524 6.82% 4

s38 417 1664 15 302 35 334 32 520 7.96% 4

s38 584 1464 24 301 20 468 18 573 9.26% 4

it is difficult to decide and optimize the size of the buffer.
The synchronization scheme has hindered the deployment
of the Golomb code as a practical test data compression
technique. On the other hand, a synchronization signal can
be easily employed in the R-cache-based logic BIST since
the latency between the on-chip R-cache and decompressors
can be estimated at the time of design. The entire logic BIST
architecture based on a linear decompressor and the Golomb
code is shown in Fig. 14. The Golomb code is implemented
using a counter and a finite-state machine [25]. If the size of
a word in the R-cache is larger than the number of inputs of
the decompressors, another buffer is inserted in between the
Golomb decoder and a linear decompressor.

We implemented the proposed test methodology (linear-
decompressor-based architecture and Golomb code) in C pro-
gramming language. The Atalanta [26] ATPG tool was used
to generate test cubes for the ISCAS89 benchmark circuits.
Bit-stripping technique [27] was used to erase unnecessarily
specified bits. Hope [28] was used as a fault simulator to
remove the detected faults from the fault list. For all bench-
mark circuits, we detected all detectable faults (100% stuck-
at fault coverage). The linear decompression algorithm tries
to find a solution that has a high runlength of zeroes in a
compressed test vectors. Note that the Golomb code may suffer
from long size encoded data because of the low runlength of
zeroes. We compressed 20% of test cubes that have a small
number of specified bits by combining the Golomb code.
For all circuits, the Golomb code reduced test volume, as
shown in Table III, where Nout is the ratio of the number of
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outputs to the number of inputs in a linear decompressor, vec is
the number of test vectors, vol1 is the test stimuli volume when
we use a linear decompressor only, vol2 is the test stimuli
volume when we use a linear decompressor and the Golomb
code, and m is the group size for the Golomb code.

VII. CONCLUSION

In this paper, we proposed a new R-cache architecture.
The R-cache does not incur area/performance penalty on the
SRAM bit cells. The R-cache for the 6T configuration uses
one additional WL, and the SRAM access transistors are
connected to one of the two WLs depending on the data to be
stored in the ROM. For the 8T R-SRAM configuration, the
R-cache connects the read transistor to either ground or
RCON, depending on the data to be stored in the ROM. We
analyzed both SRAM and ROM stability in scaled technolo-
gies and presented techniques to improve the yield.

We also considered possible applications of the R-cache. To
improve evaluation time/accuracy of complex math functions,
the R-cache can store large tables on-chip (while still being
able to perform standard SRAM operations). The size of
the tables is limited only by the size of on-chip caches.
The proposed methodology improved evaluation latency for
double-precision elementary mathematical functions by ∼30%
compared to conventional evaluation techniques. We also
presented a new deterministic logic BIST methodology that
consists of test data compression logic and the R-cache, which
can store and deliver the test data without the support of
external ATEs. Experimental results on ISCAS89 benchmark
circuits showed that the proposed test method could provide
fault coverage of deterministic test if the on-chip memory
size was large enough. In general, the R-cache is useful for
applications that can utilize large on-chip tables/ROMs.
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